AEFEE
Lab2_1 jtrhitphedia)RE

FEfldbhiva [ unused [ VPN[2] [ VPN[1] [ VPN[0] |  offset
Page Directory ]
satp Page Medium
PDE Directory
Page Table
> PDE >
> PTE
\d \ J
Py ¥idubipa | PPN | offset |
4447 21

Reserved PPN ESW |DIA|IGIU|X|WR|V
63 54 53 10 9 8 7 6 5 4 3 2 1 0
HPEMINEEA:

eV (Valid) fIRETZPDE/PTEREBE (V=1HEX) , BIREEXNMAILR.

e R (Read) . W (Write) #1X (eXecutable) {5 BIFRRUTAXIMAYSEIERAEE. IS 0ATH4T.
X3 MIRMIPTEEREN, X FPDEMSIX3/MIELAO,

o U (User) MERRMZREFE—TAFELR. MRU=1, FrAFPEA THIRETLILGEZR, &
WFtFRFARERE. SEZlTFAYERTU=1TRERGEER T sstatusEFasPRISUMFERENE.

¢ G (Global) {ZFTZPDE/PTERAZRERM. HITTLUERIFRFPETH— IR, IANAR—
MAGHENEESE], BRSRER N R TSEERELE—AHERHES, XMERT, MALUSEA
PDERIGHRIRE, IAFIXFHZ=ATR.

o A (Access) fFRNZREGHIGIANT,
e D (Dirty) MERRZANABTEEHIEK.
o RSWAI (2fi7) 2RI, —MRAGITESERAIRIE WHRIERS) KEMA.

e PPN (441i[) 24EXE (Physical Page Number, EEAPPN) ,

=)

HohPPNAAAGERES : S FiEitttl, EMNRISC-VILERE T Bausefs, FERt, X56AI-PaK
126 ATARNHS. AL, PPNEYKE=56-12=44 ({iI) .

—LEEATEIENX
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kernel / process.h

typedef struct trapframe {
// space to store context (all common registers)
/* offset:0 */ riscv_regs regs;

// process's "user kernel" stack

/* offset:248 */ uint64 kernel_sp;
// pointer to smode_trap_handler

/* offset:256 */ uint64 kernel_trap;
// saved user process counter

/* offset:264 */ uint64 epc;

//kernel page table
/* offset:272 */ uint64 kernel_satp;
}trapframe;
typedef struct process {
// pointing to the stack used in trap handling.
uint64 kstack;
// user page table
pagetable_t pagetable;
// trapframe storing the context of a (User mode) process.
trapframe* trapframe;
}process;
extern process* current;

kernel / riscv.h

#define MAXVA (1L << (9 + 9 + 9 + 12 - 1))

#define PTE2PA(pte) (((pte) >> 10) << 12)//#kE100itn&Elr fEHAMIAN E124" 0" V£ 0T P
e

#define PA2PTE(pa) ((((uint64)pa) >> 12) << 10)//#KEL20 MBI & fEm A M IN10
A0 ENLIOA bR EAL

#define PXMASK Ox1FF // 94 bitm'l'H:

#define PGSHIFT 12 // bits of offset within a page 2 #PGSHIFTHL 2[4 7 A fmts &
#define PXSHIFT(level) (PGSHIFT + (9 * (level))) //levelfiNMZZHIVPNA L, Tevel N2
21

#define Px(level, va) ((((uint64)(va)) >> PXSHIFT(level)) & PXMASK)//HEUHILfT,
RIS = 2% (VPN

// L EA b A7 IR 36 AR 5

#define PTE_V (1L << 0) // valid

#define PTE_R (1L << 1)

#define PTE_W (1L << 2)

#define PTE_X (1L << 3)

#define PTE_U (1L << 4) // 1 -> user can access

#define PTE_G (1L << 5) // Global

#define PTE_A (1L << 6) // Accessed

#define PTE_D (1L << 7) // Dirty

#define PGSIZE 4096 // 4KB per page

typedef uint64 pte_t;
typedef uint64 *pagetable_t; // 512 PTEs Ui#A
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FAPR#E
user / app_helloworld_no_lds.c

#include "user_1lib.h"
#include "util/types.h"

int main(void) {
printu("Hello world!\n");
exit(0);

printu()flexit()ERERIEAEFESLab1 _1EAE—EY, E—HNXEIET Lab1 1 AEEG RIS
FOYpEBIbE, FRLATELab2_1EEfEkernel/syscall.crfsys_user_print()EREHPHIEbufitbH TIRET /g
YIIRHEHE

AP EEIR(E

kernel / syscall.c

ssize_t sys_user_print(const char* buf, size_t n) {

//buf is an address in user space on user stack,

//so we have to transfer it into phisical address (kernel is running in direct
mapping) .

assert( current );

char* pa = (char*)user_va_to_pa((pagetable_t) (current->pagetable),
(void*)buf);

sprint(pa);

return 0;

kernel / vmm.c

pte_t *page_walk(pagetable_t page_dir, uint64 va, int alloc) // 4L bl i)
N (1) B J — 2R PTE AT 7E il
{//page_dir NEABFERI T H e ia b, va Hbsmdihil, alloc==13/R fo ¥F7E T A 8 I g —
B Py A7 24 o T T

if (va >= MAXVA) panic("page_walk");//= bk MAXVARS RS T ASHIZREE T i #RAF

pagetable_t pt = page_dir;//i%% i & HELA I

for (int level = 2; level > 0; Tevel--) {
//PXQO LRI HTZH VPN, pt GZB TR +PX (VPNISALFE04H T h5)
pte_t *pte = pt + PxX(level, va);//#ExtNPDERHELE ] *ptell vl i j1iX—4-PDE
(+PXI}, FHTPXIREMEZint ptef2RAL24a4l  Frbl&iEPXEZ)/E# 30 Fin Fpt C(EP
pte=pt+sizeof (—ATEET) *index) )

if (*pte & PTE_V) { //K#iZifRGvalid Bl £2HECLEA

pt = (pagetable_t)PTE2PA(*pte);//iHid PDEFREL T — 4 ilR AL aG L It
}
else {//TUHEERAN
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if( alloc && ((pt = (pte_t *)alloc_page(1)) != 0) d{//tnitalloc==1 =i Hifm
o R —RNASE T (AR
memset(pt, 0, PGSIZE);//FiXAUilfif] NG
*pte = PA2PTE(pt) | PTE_V;//K#i g WAyt A PDEH, JF H4validfrit il
Yelse //WHHIERM CGENAFT) siEalloc==0 #ik[E0 (NULL)
return 0;

}
return pt + PX(0, va);//FHPTER ML

uint64 lookup_pa(pagetable_t pagetable, uint64 va) {//idid A~k hE S48 EL AT 1 7L
()L

pte_t *pte;

uint64 pa;

if (va >= MAXVA) return 0;//# 53 [FINULL

pte = page_walk(pagetable, va, 0);
if (pte == 0 || (*pte & PTE_V) == 0 || ((*pte & PTE_R) == 0 && (*pte & PTE_W)
== 0))/ /% BRI A N BA 1] 525 R [FINULL
return 0;
pa = PTE2PA(*pte);/ /i PTESHUN B Ul T i e 4h H ik

return pa;

void *user_va_to_pa(pagetable_t page_dir, void *va) {//F bt e o4 Ee bt

// TODO (lab2_1): implement user_va_to_pa to convert a given user virtual
address "va"

// to its corresponding physical address, i.e., "pa". To do it, we need to
walk

// through the page table, starting from its directory "page_dir", to locate
the PTE

// that maps "va". If found, returns the "pa" by using:

// pa = PYHS_ADDR(PTE) + (va - va & (1<<PGSHIFT -1))//PGSHIFT=12

// Here, PYHS_ADDR() means retrieving the starting address (4KB aligned), and

// (va - va & (1<<PGSHIFT -1)) means computing the offset of "va" in its page.

// Also, it is possible that "va" is not mapped at all. in such case, we can
find

// invalid PTE, and should return NULL.

if(lookup_pa(page_dir, (uint64)va))/ /i utifiF4kmscsh Wk [a] 5T S 46 b+ 5T P9 (%

{

return (void *)lookup_pa(page_dir, (uint64)va)+ ((uint64)va & ((1<<PGSHIFT

D=1 ¢

}

else return NULL;

KETitE:
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1. AFPEERAprintu( BERBLEANF17EH

2.printu()FHE T EERARAFKEIsys_user_print()i#F&l, @EidbufEERiHINERF
XiEENF TR Fimt

3.sys_user_print()REPTREFAuser_va_to_pa()iF#l, FEMEIMMLITIIE
libhitRYsEiE (BRI E#AYbufEERYIEINA BT A FEIZR ESIbIE, 3
JEEPITEHRRYSERRA IR b 41 )

4.ffuser_va_to_pa()E&HiEHlookup_pa()iRENizE# bl vaFR XS R AYYD IR IR By
ltetik, BIN_ERARIZEEIRIZASvaXd RS YR

5.lookup_pa()HiAR T page_walk()EREREIABIMARE (SIREIRE—KPTE
Roltehit) , BiRIEPTEIRGSYIRIRERA L

Q1:#Epage_walk () R, pte=pt+PX(level,va) PXRERHTVPN[level] fXZFE5EVPN[level] MR
TN M— " ERINESB, AMTAARBELHEIN: HFpteRIBFEENTE, PXRIREEEERIT
2, LRI EiEPXE— 1 MR, BoiaB=_(BHE0Mm

Q2:ffpage_walk () B¥F, RMENNEERBEANG, ATARBRET— 1 200RE, MRE
FIMFPREEI N AITIEHR . EOXERIRAARLRRIHIER, RETENH, ERAFRCRE
[RETGRAGEIAIIANEMER, XM REES AARRANE, SEENEMRESER RS
wapEhd, BABIREXSRAMIERMIAIRSSAL, ATLASHR0BIE]

XITIREER: TRFEEETELINIZE © va&((1<<PGSHIFT)-1)

Lab2_2 AFZEEIAYSIECFAEIIL
—LEEMEIENX

kernel / process.c
uint64 g_ufree_page = USER_FREE_ADDRESS_START;

kernel / memlayout.h

#define USER_FREE_ADDRESS_START 0x00000000 + PGSIZE * 1024// B[RzflHuhl=s A \4AMBIT 44
SHic

ABRi#iE
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user / app_naive_malloc.c

#include "user_Tlib.h"
#include "util/types.h"

struct my_structure {
char c;
int n;

58

int main(void) {
struct my_structure* s = (struct my_structure*)naive_malloc();
s->c = 'a';
s->n = 1;

printu("s: %1x, {%c %d}\n", s, s->c, s->n);

naive_free(s);
exit(0);

PP ERIR(E

user / user_lib.c

uint64 do_user_call(uint64 sysnum, uint64 al, uint64 a2, uint64 a3, uint64 a4,
uint64 a5, uint64 a6,uint64 a7) {
int ret;
// before invoking the syscall, arguments of do_user_call are already loaded
into the argument
// registers (a0-a7) of our (emulated) risc-v machine.
asm volatile(
"ecall\n"//<Bk#%$smode_trap_handler () it
"sw a0, %0" // returns a 32-bit value
: "=m"(ret)

: "memory');

return ret;
}
void* naive_malloc() {
return (void*)do_user_call(sys_user_allocate_page, 0, 0, 0, 0, 0, O,
0);//do_user_call () <#k#iFsmode_trap ) K%L
}

//

// 1ib call to naive_free
//
void naive_free(void* va) {
do_user_call(sys_user_free_page, (uint64)va, 0, 0, 0, 0, 0, 0);
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kernel / strap.c

void smode_trap_handler(void) {

// make sure we are in User mode before entering the trap handling.

// we will consider other previous case in labl_3 (interrupt).

if ((read_csr(sstatus) & SSTATUS_SPP) != 0) panic("usertrap: not from user
mode") ;

assert(current);
// save user process counter.
current->trapframe->epc = read_csr(sepc);

// if the cause of trap is syscall from user application
uint64 cause = read_csr(scause);

if (cause == CAUSE_USER_ECALL) {
handle_syscall(current->trapframe);
} else if (cause == CAUSE_MTIMER_S_TRAP) { //soft trap generated by timer
interrupt in M mode
handle_mtimer_trap(Q);

} else {
sprint("smode_trap_handler(): unexpected scause %p\n", read_csr(scause));
sprint(" sepc=X%p stval=%p\n", read_csr(sepc), read_csr(stval));

panic( "unexpected exception happened.\n" );

// continue the execution of current process.
switch_to(current);
}
static void handle_syscall(trapframe *tf) {
// tf->epc points to the address that our computer will jump to after the trap
handling.
// for a syscall, we should return to the NEXT instruction after its handling.
// in RV64G, each instruction occupies exactly 32 bits (i.e., 4 Bytes)
tf->epc += 4;

// ToDO (labl_1): remove the panic call below, and call do_syscall (defined in

// kernel/syscall.c) to conduct real operations of the kernel side for a
syscall.

// IMPORTANT: return value should be returned to user app, or else, you will
encounter

// problems in Tater experiments!

tf->regs.al=do_syscall(tf->regs.a0,tf->regs.al,tf->regs.a2,tf->regs.a3, tf-
>regs.a4,tf->regs.a5,tf->regs.a6,tf->regs.a7);

}

kernel / syscall.c

long do_syscall(long a0, long al, long a2, long a3, long a4, long a5, Tlong a6,
long a7) {
switch (a0) {
case SYS_user_print:
return sys_user_print((const char*)al, a2);
case SYS_user_exit:
return sys_user_exit(al);
case SYS_user_allocate_page: //iX /> 4 kS 75 5 20 1
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return sys_user_allocate_page();

case SYS_user_free_page: / /XA A& A s a 7 21
return sys_user_free_page(al);

default:
panic("Unknown syscall %1d \n", a0);

uint64 sys_user_allocate_page() {

void* pa = alloc_page();//HiE ATk [ bk

uint64 va = g_ufree_page;//g_ufree_page v urid KA H B /N ERUhEE (DL—TT4KBAES
—IR+4KB)

g_ufree_page += PGSIZE;

user_vm_map ((pagetable_t)current->pagetable, va, PGSIZE, (uint64)pa,

prot_to_type(PROT_WRITE | PROT_READ, 1));//prot_to_type ()<= i [a—4 kil %

FRebr &34 PTERIAL IR

return va;

uint64 sys_user_free_page(uint64 va) {
user_vm_unmap ((pagetable_t)current->pagetable, va, PGSIZE, 1);
return 0;

kernel / vmm.c

void user_vm_map(pagetable_t page_dir, uint64 va, uint64 size, uint64 pa, int
perm) {
if (map_pages(page_dir, va, size, pa, perm) != 0) {
panic("fail to user_vm_map .\n");

}
void user_vm_unmap(pagetable_t page_dir, uint64 va, uint64 size, int free) {

// TODO (lab2_2): implement user_vm_unmap to disable the mapping of the
virtual pages

// in [va, va+size], and free the corresponding physical pages used by the
virtual

// addresses when if free is not zero.

// basic idea here is to first Tocate the PTEs of the virtual pages, and then
reclaim

// (use free_page() defined in pmm.c) the physical pages. lastly, invalidate
the PTEs.

// as naive_free reclaims only one page at a time, you only need to consider
one page

// to make user/app_naive_malloc to produce the correct hehavior.

if(free==0) return ;

uint64 first, last;

pte_t *pte;

uint64 pa; // #Hihhkpa

for (first = ROUNDDOWN(va, PGSIZE), last = ROUNDDOWN(va + size - 1,
PGSIZE);first <= last; first += PGSIZE, pa += PGSIZE) {//ii#ktiti 15
[va,va+size-1]14 & 445 (1K 40T

if ((pte = page_walk(page_dir, first, 0)) != 0){ // #kFlvaxiNPTE
pa = Tookup_pa(page_dir, (uint64)va); // #Flvaxlifiipa
if ( pa != 0 && free !'= 0 ){//FHpartfitibt Hfree! =0 WA LR UL T
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free_page((void *)pa);
}
*pte = 0;
}
}
}

int map_pages(pagetable_t page_dir, uint64 va, uint64 size, uint64 pa, int perm)
{//HE I vadtib S H BRI (size /) A 5 L4 5]

uint64 first, last;

pte_t *pte;

for (first = ROUNDDOWN(va, PGSIZE)/*Ii#4*/, Tlast = ROUNDDOWN(va + size - 1,
PGSIZE);first <= last; first += PGSIZE, pa += PGSIZE) {
if ((pte = page_walk(page_dir, first, 1)) == 0) return -1;//CZ4% A0 T
if (*pte & PTE_V)//iX/N 0L [a] Font N2 0L [ O 2 g A AR PUAE ) 1
panic("map_pages fails on mapping va (0x%1x) to pa (0x%I1x)", first, pa);
*pte = PA2PTE(pa) | perm | PTE_V;
}

return 0;

}

AEEE:
1. @P#iE(EAEnaive_malloc()fllnaive free()&HEY

2. XA EHEITEEBEERSsys_user_allocate_page()Fll
sys_user_free_page()#/ iEEL

3.sys_user_allocate_page(\B4&LMF 7, AFIEHMNAEFHRIREN— RmFH
BEIHE S, SERESHYNMAYEMEIREFSER, BFSNENSGZPTE
AOIBRFO L ES

4.sys_user_free_page()MEiFHuser_vm_unmap() Rk EH==E

5.user_vm_unmap()iEidvaik R MEIFFBREPTEF IR, FIXTUAIZE
BRI RIS T

Lab2_3 FRIA R HE TR

mideleg Machine Interrupt Delegation Registers, Hf{{IEZSFFEE,

medeleg =~ Machine Exception Delegation Registers, BFERIESTFEE,
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1.4.4 RISC-VAIhER{C IR I

RISC-VEESRIANE L E—MREEBRL, AR USEARISERSRERE, BIREESHANICRETE, ELE
AETARALEANE, 0, FTaTLLE ST mideeg L medelegrnBREsr, KRBT (Whimideleg) TS
# (fImedeleq) "HEAHIRERMNLEENEINE, BE, BIICTLEESEENNsideleglFsedelegrhfiiiitely, R
R A=t L Yz e e 0 v T

f5Ien, FeAIBIPKEESHR, BLATFRIERLES:

csrw mideleg, 1<<1 | 1<<5 | 1<<9
csrw medeleg, 1<<0 | 1<< 3 | 1<«<8 | 1<<12 | 1<<13 | 1<<15

RIS EAREMEED finterruptth#1, 5F192, S BIRMSupervisor software interrupt, Supervisor timer interrupt#]
Supervisor external interruptf$IBHZE, BISEINME,; FEMER P Mexception (trap) &AY0. 3. 8. 12. 130158, HBIRIA
Instruction address misaligned, @i #fBreakpoint (35) , AFZEESEAENvironment call from U-mode (85) , BREEIHEF
SE (12, 1370155) KEEHZE, FSEIME, ik, SRUEEEINGRTENEAR, ZSdhrm A n0sm A Ss s TR S HE AT SE
TAhE, R, AEEEHIPKES G, SR FERUEIIARSETRICET0E, REidEm—EESRNeE GinfkE. hirtE
%) |, LWHERNEREMETRIE.

— LRSI ENX

kernel / riscv.h

#define IRQ_S_EXT 9 // s-mode external interrupt
#define IRQ_S_TIMER 5 // s-mode timer interrupt

#define IRQ_S_SOFT 1 // s-mode software interrupt
#define IRQ_M_SOFT 3 // m-mode software interrupt

// fields of mip, the Machine Interrupt Pending register

#define MIP_SEIP (1 << IRQ_S_EXT) // s-mode external interrupt pending
#define MIP_SSIP (1 << IRQ_S_SOFT) // s-mode software interrupt pending
#define MIP_STIP (1 << IRQ_S_TIMER) // s-mode timer interrupt pending
#define MIP_MSIP (1 << IRQ_M_SOFT) // m-mode software interrupt pending

#define CAUSE_MISALIGNED_FETCH 0x0 // Instruction address misaligned
#define CAUSE_FETCH_ACCESS 0x1 // Instruction access fault
#define CAUSE_ILLEGAL_INSTRUCTION 0x2 // Illegal Instruction

#define CAUSE_BREAKPOINT 0x3 // Breakpoint

#define CAUSE_MISALIGNED_LOAD 0x4 // Load address misaligned
#define CAUSE_LOAD_ACCESS 0x5 // Load access fault

#define CAUSE_MISALIGNED_STORE 0x6 // Store/AMO address misaligned
#define CAUSE_STORE_ACCESS 0x7 // Store/AMO access fault
#define CAUSE_USER_ECALL 0x8 // Environment call from uU-mode
#define CAUSE_SUPERVISOR_ECALL 0x9 // Environment call from S-mode
#define CAUSE_MACHINE_ECALL Oxb // Environment call from M-mode
#define CAUSE_FETCH_PAGE_FAULT Oxc // Instruction page fault
#define CAUSE_LOAD_PAGE_FAULT Oxd // Load page fault

#define CAUSE_STORE_PAGE_FAULT Oxf // Store/AMO page fault

ARz

#include "user_Tib.h"
#include "util/types.h"

uint64 sum_sequence(uint64 n) {
if (n == 0)
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return 0;
else
return sum_sequence( n-1 ) + n;

int main(void) {
// we need a large enough "n" to trigger pagefaults in the user stack
uint64 n = 1000;

printu("summation of an arithmetic sequence from 0 to %1Id is: %1d \n", n,
sum_sequence(1000) );
exit(0);

AP ERIR(E

kernel / machine / minit.c

static void delegate_traps() {
if (!supports_extension('s')) {
// confirm that our processor supports supervisor mode. abort if not.
sprint("s mode is not supported.\n");
return;

MIP_SSIP | MIP_STIP | MIP_SEIP;
(1lU << CAUSE_MISALIGNED_FETCH) | (1lU <<

uintptr_t interrupts
uintptr_t exceptions
CAUSE_FETCH_PAGE_FAULT) |

(1U << CAUSE_BREAKPOINT) | (1U <<
CAUSE_LOAD_PAGE_FAULT) |

(1lU << CAUSE_STORE_PAGE_FAULT) | (1luU <<
CAUSE_USER_ECALL);

write_csr(mideleg, interrupts);

write_csr(medeleg, exceptions);

assert(read_csr(mideleg) == interrupts);// Lo llifC e 4 st
assert(read_csr(medeleg) == exceptions);// & Fst i R s s CILr @48 7B )

kernel / strap.c

void smode_trap_handler(void) {

// make sure we are in User mode before entering the trap handling.

// we will consider other previous case in Tabl_3 (interrupt).

if ((read_csr(sstatus) & SSTATUS_SPP) != 0) panic("usertrap: not from user
mode™) ; / /Il & &k HH P trap

assert(current);

// PRAEATTPC

current->trapframe->epc = read_csr(sepc);

// #Etrap_cause
uint64 cause = read_csr(scause);

switch (cause) {
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case CAUSE_USER_ECALL:
handle_syscall(current->trapframe);
break;

case CAUSE_MTIMER_S_TRAP:
handle_mtimer_trap(Q);
break;

case CAUSE_STORE_PAGE_FAULT:

case CAUSE_LOAD_PAGE_FAULT: //IAb A7 i szt 55 55 3 (1
// the address of missing page is stored in stval
// call handle_user_page_fault to process page faults
handle_user_page_fault(cause, read_csr(sepc), read_csr(stval));

break;

default:
sprint("smode_trap_handler(): unexpected scause %p\n", read_csr(scause));
sprint(" sepc=%p stval=%p\n", read_csr(sepc), read_csr(stval));
panic( "unexpected exception happened.\n" );
break;

// sepc: the pc when fault happens;
// stval: the virtual address that causes pagefault when being accessed.
void handle_user_page_fault(uint64 mcause, uint64 sepc, uint64 stval) {
sprint("handle_page_fault: %1x\n", stval);
switch (mcause) {
case CAUSE_STORE_PAGE_FAULT:
// TODO (lab2_3): implement the operations that solve the page fault to
// dynamically increase application stack.
// hint: first allocate a new physical page, and then, maps the new page
to the
// virtual address that causes the page fault.
//panic( "You need to implement the operations that actually handle the
page fault in 1ab2_3.\n" );

{

void * pa = alloc_page(); // HB—AHr4EE i

pte_t * pte;

// i stval(va) HEIXRK pte

if ((pte = page_walk((pagetable_t)current->pagetable, stval, 1)) == 0)
panic("get pte failed"); // %% pte

if (*pte & PTE_V) // HEIW pte Frxf it CEH 7

panic("map_pages fails on mapping va (0x%1x) to pa (0x%1x)", stval, pa);
uint64 perm = prot_to_type(PROT_WRITE | PROT_READ, 1);
*pte = PA2PTE(pa) | perm | PTE_V;//%iX/PTE TH K
break;
}
default:
sprint("unknown page fault.\n");
break;

KETitE:
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1.{EEFidiEH, AP&NERSEEE TREEE, ROFEHRRRHBIER.

2.f£kernel / machine / minit.cildelegate_traps() &, BEBZzRENRHE
HSiE, FRAGHIRBHEZIsmode_trap_handler()&EL

3.IRIERES, BitZlhandle_user_page_fault()e&%]

4.7£handle_user_page_fault()i&%{, SEi@idalloc_page()BE 5 E—MFRAIHIIE
R, FEEHEEME, Bistval (RERERBEMEMLL) EH
page_walk() BT HEIIRAIPTERY IR BIE (SEFF EREiXEME—/PTE, E
FEie EiZTEiE S HEEN)

5. 5 FECEXMPTERE XM ERIHIEREELFHE OGBS (validfi==1)
RS ==

6. ENFRIRIEX M REAIE I Iperm (AMEEEF XN TEMNIRES) 8
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	user / app_helloworld_no_lds.c

	内核中的重要操作
	kernel / syscall.c
	kernel / vmm.c

	大致流程：
	1.用户进程调用printu()函数来输出某个字符串
	2.printu()函数经过层层调用来到sys_user_print()函数，通过buf变量来访问缓存区读取字符串并输出
	3.sys_user_print()函数中需要调用user_va_to_pa()函数，来实现虚拟地址对物理地址的转换（因为此处传进的buf变量的地址还是相对于用户进程的虚拟地址，并非在内存中的实际物理地址）
	4.在user_va_to_pa()函数中调用lookup_pa()获取该虚拟地址va所对应的物理块首地址，再加上页内偏移量即可获得va对应的物理地址
	5.lookup_pa()中调用了page_walk()函数来解析前两级页表（会返回最后一级PTE的地址），再根据PTE获得对应物理块的地址
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	内核中的重要操作
	user / user_lib.c
	kernel / strap.c
	kernel / syscall.c
	 kernel / vmm.c

	大致流程：
	1.用户进程使用naive_malloc()和naive_free()函数
	2.这两个函数经过层层跳转来到sys_user_allocate_page()和sys_user_free_page()两个函数
	3.sys_user_allocate_page()已经实现好了，大致过程为从内存中获取一个页面并返回其首地址，检查想要与其对应的虚拟地址是否符合要求，若符合则修改该PTE的权限和地址段
	4.sys_user_free_page()则要调用user_vm_unmap()函数来释放空间
	5.user_vm_unmap()通过va找到其对应的所有页面PTE和物理地址，若找到的是合法的地址就可以直接释放了


	Lab2_3 缺页异常处理
	一些宏和结构体定义
	 kernel / riscv.h

	用户进程
	内核中的重要操作
	kernel / machine / minit.c
	kernel / strap.c

	大致流程：
	1.在递归过程中，用户栈的使用已经超过了页面范围，缺页异常被系统捕捉到。
	2.在kernel / machine / minit.c的delegate_traps()函数中，已经将该异常代理给S模式，于是系统开始跳转到smode_trap_handler()函数
	3.根据异常号，跳转到handle_user_page_fault()函数
	4.在handle_user_page_fault()函数，先通过alloc_page()函数分配一个新的物理页，并返回其首地址。再对stval （异常发生时访问的虚拟地址）使用page_walk()函数寻找其对应的PTE的物理地址(实际上是尝试去构造一个PTE，因为理论上该页面还没被调入)




